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Figure 1. Medical cancer image composition targets at seamlessly incorporating a foreground tumour object into a specific non-tumorous
background image. Our training-free framework enables text-to-image diffusion probabilistic models with the controllability to effectively
and efficiently conquer this task.

Abstract

Diffusion Probabilistic Models (DPMs) have emerged as
a prominent research focus due to their exceptional genera-
tive capabilities in data synthesis. Despite the computational
challenges posed by the iterative sampling process, DPMs
are highly valued in the field of medical imaging, particu-
larly for their ability to produce high-fidelity and diverse
data. Such advantages have led to their widespread adoption
in various medical imaging tasks such as cancer classifica-
tion of pathology images, tumor detection and segmentation,
or breast image registration... This report tackles an under-
explored application of DPMs dubbed image composition
for cancer image generation which aims at seamlessly in-
corporating a tumour (foreground) object into a specific
non-tumorous (background) image. Due to domain disparity,
the majority of works involving DPMs in medical imaging
often requires training or fine-tuning DPMs on correspond-
ing datasets which are expensive and time-consuming. In

contrast, we directly leverage text-driven DPMs pretrained
on generic domains to achieve our goal without any ad-
ditional training. Our experiments demonstrate the strong
potentiality and capabilities of the proposed method in gen-
erating highly realistic composited medical cancer images.
Our proposed method offers a potent and efficient solution
to the pervasive challenge of limited labeled datasets in med-
ical imaging domains, mitigating the necessity for resource-
intensive annotation processes.

1. Introduction

In general context, image composition involves incorporat-
ing distinct objects from disparate sources to create a co-
hesive image within a specified visual context, commonly
referred to as image-guided composition. For example, con-
sider the scenario of seamlessly integrating a fox into a
pre-existing artwork, such as an oil or sketchy painting.
The objective is to generate a composited image where the
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Figure 2. Image-guided composition in general context and in
medical imaging domain.

fox appears harmoniously into the background while retain-
ing its appearance and the background remains untouched,
akin to the meticulous work of an artist (See Fig. 2). This
task poses significant challenges, as it necessitates main-
taining consistent illumination and retaining visual appear-
ance. The complexity is additionally exacerbated in sce-
narios that the source images originate from diverse do-
mains. Despite the remarkable progress of text-to-image
models [7, 14, 45, 46, 48, 63] in text-guided image gener-
ation, the inherent ambiguous nature of natural language
poses challenges in describing and conveying accurate and
nuanced visually detailed inputs, even with highly metic-
ulous text prompts. Personalized concept learning meth-
ods [18, 19, 27, 30, 47] effectively address this challenge
but require computationally expensive instance-by-instance
optimization and can only produce conceptualized images
with specified backgrounds. Recent works [54, 62] have
demonstrated the potential of DPMs for image-controlled
composition by incorporating additional images as condi-
tional guidance. Notwithstanding, those models are typically
retrained from pre-trained DPMs on customized datasets,
which can deteriorate the learned prior knowledge of the
model. Consequently, they exhibit subpar compositional abil-
ities beyond their training domain and necessitate intensive
computational resources.

In the medical imaging context, image-guided composi-
tion in general downstream tasks and in cancer image gener-
ation for specific remain under-explored. One of the obvious
reasons is the lack of labeled medical datasets necessary
to train a decent network to achieve a certain goal while
acquiring expert annotation is extremely expensive and time-
consuming. Given the power of large text-to-image DPMs
pre-trained on comprehensive language-vision datasets of

generic domains, we ask a question: how could these models
be utilized for medical cancer image composition without
the needs for costly training or fine-tuning, thus preserv-
ing their learned diverse priors? To answer this question,
we introduce a simple yet effective and efficient technique
which equips text-to-image DPMs with the ability to conduct
medical cancer image composition without necessitating any
extra fine-tuning, training, additional data, or optimization,
facilitating the generation of highly realistic composition out-
comes. To our knowledge, the proposed approach is the first
method to specifically handle medical-based image composi-
tion in training-free manner. The proposed framework is not
only compatible with many DPM samplers but also allows
for completed generation within 20-25 steps, directly lever-
aging rich semantic knowledge to enable effective image-
guided compositions.

Our approach comprises of two stages which are image
inversion to invert the input non-tumorous medical image
(background) and a tumour image (foreground) into their
corresponding latent representations, and composition to in-
corporate the obtained foreground and background latents
in generating final seamless composited results. Firstly, im-
age inversion, which aims at reconstructing an input image
while allowing for a certain controllability, is a challenging
yet crucial step for DPM-based image editing frameworks
involving real images [11, 21, 29, 31, 40, 42, 43, 58]. The
most commonly used approach is DDIM [52], shortened
for denoising diffusion implicit models, inversion that has
shown to be workable for unconditional DPMs. However,
for text-conditioned DPMs and medical imaging, it falls
short of expectation. To overcome this situation, we adopt
a recently proposed method dubbed exceptional prompt in-
version from [39] to precisely invert input images into their
respective latent codes.

Secondly, upon obtaining accurate inverted latents, we
then conduct reverse process to gradually denoise them while
performing composition intertwine. Unlike [39] which starts
composing at initial timestep when the noisy latents are still
at chaotic stage and contain very limited information suitable
for composition, we propose to delay the initiation until later
timestep at semantic stage of denoising process. This not
only allows for more useful features of background and
foreground images being reconstructed then incorporated
into composited outcomes, but also ensures enough time for
the DPMs to rectify the composition hence produce highly
realistic images.

Overall, our key contributions are as follow:

* We introduce the first training-free DPMs-based frame-
work for medical cancer image composition that facilitates
the generation of highly realistic cancer images from a
tumour object and a non-tumorous background images.

* We propose a novel technique to initiate the composition
process that guarantees desired composited outcomes.



* We showcase the potentiality and effectiveness of our pro-
posed method through extensive experiments on various
medical visual contexts.

2. Related Works
2.1. Image Composition

Even though image composition finds applications in diverse
domains, including e-commerce, entertainment, and data
augmentation for downstream tasks [15, 34], its adoption in
medical imaging is an under-explored direction. Therefore,
this section will mainly discuss relevant works in general
contexts and domains. Image composition can be broadly
classified into two primary directions which are text-guided
and image-guided composition.

Text-guided Composition. Text-guided composition in-
volves generating images based solely on a textual descrip-
tion, without conditioning on the visual appearance of input
objects as long as the text prompts precisely align with their
semantics [2, 3, 8, 17, 36]. Despite the advancements of
text-driven models, they are susceptible to semantic ambi-
guities [17, 45], such as attribute leakage, missing objects,
and attribute interchange, which can lead to resulting images
deviating significantly from the user’s intent [17, 45]. Conse-
quently, extensive and meticulous prompt engineering [59]
is usually required to obtain satisfactory outcomes.
Image-guided Composition. In contrast, image-guided
composition encapsulates specific objects and scenarios
from user-given images, optionally supplemented by an in-
put text prompt. Notwithstanding, the inclusion of extra
images introduces challenges, particularly in cases when
merging images from disparate visual contexts or domains,
which is a central focus of painterly image harmoniza-
tion [6, 38, 64]. Traditionally, image-guided composition
has been decomposed into sub-tasks [41], such as object
placement [4, 9, 32, 57, 65], image blending [60, 64], im-
age harmonization [10, 12, 24, 61], and shadow genera-
tion [23, 33, 50, 67], each typically addressed by distinct
models and pipelines.

2.2. Medical Image Generation

Image composition, a sub-field of image generation, remains
relatively under-exploited in the context of medical imag-
ing. However, a growing body of research utilizes image
generation for diverse downstream tasks within this domain.
Notably, [28] fine-tunes Latent Diffusion Model (LDM) [46]
using Dreambooth [47] for generation of chest and lung
X-ray images, cancer brain magnetic resonance imaging
(MRI) scans, and contrast enhanced spectral mammography
(CESM) images, demonstrating the capabilities of DPMs in
capturing attributes specific to oncology within various medi-
cal imaging modalities. [ 1] utilizes Deepfake to produce MRI
brain scans which are then used to improve robustness of
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Figure 3. Diffusion and denoising processes in DPMs [16].

segmentation networks. [55] introduces StylePix2pix that al-
lows for one-to-many lung cancer CT image generation with
complex tumor shapes based on a free-form sketch. [5, 26]
leverages Generative Adversarial Network (GAN) [20] to
synthesize skin cancer images.

3. Preliminary

Diffusion probabilistic models (DPMs) represent a novel
approach to generative modeling, employing a neural net-
work to approximate the representation of a distribution of
Gaussian noises €; ~ N (i, 0¢). These noises possess the
ability to perturb observed data x, transforming it into noise
that conforms to a standard normal distribution z ~ N(0, I).
This transformation process is termed the “forward diffusion
process”. Subsequently, the models progressively recover
the original data sample x from the noise variable z via a
procedure referred to as the “reverse denoising process” as
illustrated in Fig. 3.

Forward Diffusion Process. [51] pioneered the develop-
ment of DPMs, introducing the principle of transforming
a known simple distribution into an unknown distribution
through a Markov chain process. Formally, given a data dis-
tribution g(xg), the forward diffusion process is constructed
using a discrete-time Markov chain {x;|0 <t < T,t € N}
and a transition probability ¢(x:|x;—1). Leveraging the in-
trinsic property of Markov chain, we can express the re-
lationship between ¢(x() and the stationary distribution
q(x7) ~ N(0,1) as:

g(x1,. ., xrlxo) = [T abeelxi-),
t=1 (1)

q(x¢|xe-1) = N(xe; /1 = Bixi—1, i),

in which 8; € (0,1) is a predefined set of increasing dif-
fusion hyperparameters, representing the magnitude of the
noise induced to the initial signal. By simply reparameter-
izingay, =1— B, aq = Hle «; and leveraging the transi-
tion probability ¢(x;|x;—1), x; can be directly derive from
xo ~ p(xg) and noise ¢; ~ N(0,1) via:

x¢ = Vayxo + V1 — aue 2

Reverse Denoising Process. Initiating from x, the reverse
denoising process can be defined by a reverse-time Markov



chain with a transition probability estimated by the condi-
tional probability pg(x;—1|x:), which is learnable under the
following formulation:

pe(xt,1|xt> :N(thﬁ,uze(xt;t)vZe(xtat))' 3)

In this formulation, j1g(x¢,t) and Yg(x¢,t) = o1 repre-
sent the mean and variance, respectively, as determined by a
learned neural network €y (x¢, t) with 6 denoting its param-
eters. The value of o, is typically set to a fixed value 3; or
Be = 1;?;:1 . Utilizing this learned transition probability,
we can commence the sampling process by randomly ini-
tializing x7 ~ p(xr). Subsequently, we iteratively sample
x—1 until reaching timestep ¢ = 0, ultimately obtaining the
generated result Xg ~ p(xg). The entire sampling procedure
can be formally expressed as:

Xt—1 =

: Y nt) ) oz @)
— | X — ———€p(xy, 042,
in whichz ~ NV (0,I) fort =T, ...,1.
To train the neural network €p(x;,t), [22] propose em-
ploying a simplified optimization objective, which involves
minimizing the following training loss function:

The trained neural network €y (x;,t) can be conceptualized
as a denoising model that estimates the noise ¢; added to
x; in Eq. 2. Consequently, the reverse process effectively
corresponds to the progressive removal of Gaussian noise,
ultimately yielding a clean image X.

4. Methodology
4.1. Problem Formulation

The objective for medical cancer image composition us-
ing text-driven DPMs is to use a tumour-free background
image I4, a tumour object image 1,,; with segmentation
mask M,y;, a text prompt P, and a user-inputted binary
mask M., which specifies the desired area of I, to in-
corporate the tumour I;, to generate a tumorous image
I,cs. The resulting image I..; should acquire these fol-
lowing properties: 1. I,.s should faithfully preserve the
identifying features of the tumour object within the des-
ignated mask, i.e. ID(I,es © Myser) = ID(Iop;); 2. The
background area outside mask should remain unchanged,
ie. Ies © (1 — Myser) = Ing © (1 — Myger); 3. The
transition from inside to outside the mask areas should be
visually imperceptible and artifact-free. We propose a novel
training-free framework that utilizes pre-trained LDM [46]
for medical cancer image composition in image-guided man-
ner. To our knowledge, this is the first approach specifically
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Figure 4. Illustrations for difference among three prompt embed-
ding calculations: (a) Normal Prompt, (b) Null Prompt, and (c)
Exceptional Prompt [39].

tackling this task in training-free manner, which can oper-
ate within 20 sampling steps and consists of two primary
stages: image inversion (Section 4.2) and image composition
generation (Section 4.3), as depicted in Fig. 5.

4.2. Image Inversion

Controllable manipulation on real images often requires an
accurate image inversion process to identify the according
latent code representation. This latent representation not only
facilitates meaningful manipulation through editability but
also enables faithful reconstruction of the inputted images [4,
56].

ODE Inversion. We employ the exceptional prompt inver-
sion introduced in [39] as the inversion technique which
is developed on top of an ODE solver named DPM-
Solver++ [37]. Unlike many diffusion works for image edit-
ing [11, 21, 29, 31, 42, 58] which adopts DDIM [52] inver-
sion to invert inputs into latent representations, [39] finds
that it may result in sub-optimal inverted noises. Given that
DDIM has been demonstrated to be a first-order discretiza-
tion of the corresponding probability flow ordinary differen-
tial equation (ODE) [49, 52, 53], several samplers [25, 35]
have been proposed for solving this diffusion ODE, espe-
cially for DPM-Solver++ [37] which achieves better align-
ment between the forward and backward ODE trajectories in
the high-order, not only enabling rapid sampling within 10-
20 steps but also yields better latent representations. There-
fore, similar to [39], we leverage it to conduct all image
inversions of DPMs.

Exceptional Prompt Formulation. Within the uncondi-
tional settings eg(x¢, t) where no text prompt is provided,
solving the diffusion ODE from 0 to 7" results in accurate la-
tent representation x7 of the real inputted image x¢. Yet, in
the text-conditioned configurations with €y (x, ¢, P), prior
approaches [4, 56, 58] have revealed that the inversion pro-
cess is susceptible to noticeable reconstruction errors. This
instability arises from the inherent limitations of classifier-
free guidance (CFG) [13, 22] below:

ég(Xt,t,P7@) =sX GQ(Xt7t7 P) + (1 - S) X GQ(Xt7t7 ®)7 (6)

where P and @ denotes normal and null text prompts. This
problem persists even without CFG that ey(x;,t, P) and
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Figure 5. Illustration for the proposed training-free medical cancer image composition framework. Tumor-free background image xgg and
tumour object image xg 9 will be inverted into their respective latent codes xl;g and x{; 9. Then for a selected timestep 7", the composition
process is initiated by incorporating the obtained latent codes. Finally, the rest of the composing steps is essentially plain denoising process
that resorts to the diffusion models to generate final composited outcomes.

€9 (x¢, t, @) still produces significant reconstruction errors.
Seeking for the cause of this phenomenon, [39] shows that
any textual information described and associated within the
input text prompt can induce a divergence between the back-
ward and forward ODE trajectories. Therefore, [39] intro-
duces a special exceptional prompt denoted as P, that com-
pletely eliminates all information by assigning a common
value for all token numbers and discard positional embed-
dings for the input prompt as illustrated in Fig. 4. We directly
employ this inversion technique to compute noisy latents of
input non-tumorous background and tumour object images
for precise reconstruction and composition intertwine.

4.3. Composition Generation

After inverting the non-tumorous background and tumour
object images into their respective noisy latent codes xlj’?

and xOTbj, we propose a novel mechanism to initiate the
composition process at a selective timestep which is simple
yet effective in generating desired composited results.

Initial Timestep Selection. To construct starting point

x7"" for initiating composition process, [39] merges the

inverted latents x%Y and x3°/ with another noise z ~ A/(0, I)

via below formulation:
ST = x5O My +x © (1 - M 5 (Moy; & M 7
X7 =Xr O obj + X (O] ( user) +z0O ( obj 53] user),

where 1 — M, indicates region outside user mask, and

Mp; ® Myqer is the XOR between the object segmentation
mask and user mask, denoting the transition area. Subse-
quently, they conduct composition process that concurrently
involves denoising x77""", xf}g, and x%bj , in which they in-
troduce a mechanism to extract the self-attention maps of
object and background images from the diffusion models
then inject them into those of composited results. Those this
operation has demonstrated to be effective in injecting the
object into the user-specified area, the object appearance
tends to deviate from the original and loses its identifying
features as in Fig. 6. Furthermore, randomness in initializing
values within transition area may induce unwanted artifacts.
To deal with these issues, we propose a simple yet ef-
fective technique that allows for precise reconstruction and
incorporation of tumour objects into background scans with
preserved identity and seamless blending quality. Specifi-
cally, we delay the initiation of composition process until
a selected timestep 0 < 7" < T and slightly modify the
formulation in Eq. 7 to construct the starting point as:

— M), (8)

The intuition behind is that the more timesteps the denois-
ing progress, the more information are reconstructed in ng,
and x3%, hence the more they can be incorporated to x5
Additionally, thanks to the rich prior and powerful denois-

ing capability of pretrained text-to-image diffusion model,

com obj b
XT/ p - XT/J @ Mobg + Xj—'vg/ @ (1
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Figure 6. TF-ICON suffers from object identity loss and noticeable
artifacts while our approach does not.

x7"" can be gradually refined to produce seamless compos-

ited results without necessitating z ~ N(0,I) for smooth
transition areas and self-attention maps injection mechanism
for effective composition as claimed in [39].
Background Preservation Trick. It is to note that the in-
corporation in Eq. 8 may affect the reconstruction of back-
ground area outside user mask. Therefore, to balance the
generation of tumour object within user mask and preser-
vation of background details, we introduce a threshold 7
to regulate the trajectory recification process which entails
replacing the background area outside user mask of com-
posited image with the reconstructed background image at
various timesteps similar to [39]. Formally, such process can
be expressed as:

Xfomp = Xfomp O] Muser + ng © (1 - Muser)> 9
where t € [, T’]. Notably, only applying this process at final
step can lead to unwanted artifacts as demonstrated in [39].

5. Experiments
5.1. Setup

Benchmark Dataset. Since there is currently no available
dataset with the objective of evaluating medical cancer im-
age composition, we construct a new benchmark dataset
via a data acquisition process involving two public datasets
named Br35H and BUSI acquired from Kaggle. Br35H is
designated for Brain Tumor Detection 2020 challenge which
comprises of 1500 non-tumorous and 1500 tumorous im-
ages with human-annotated segmentation mask of the tu-
mour. Meanwhile, BUSI targets at breast cancer detection
that provides more than 1500 breast ultrasound images. As
our proposed approach follows training-free manner, it is
sufficient to be assessed by a relatively small benchmark.

Therefore, we collect 400 samples in total with 300 from
Br35H and 100 from BUSI for evaluation. Each sample
contains a tumour-free background image, a tumour object
image with its segmentation mask, a user-specified mask of
which location and size are generated in accordance to the
background and object sizes, and a fixed input text prompt
“An MRI scan of a cancerous brain” for samples originating
from Br35H and “An ultrasound image of a cancerous breast”
for those from BUSI.

Implementation Details. We employ the preprocessing pro-
cess from TF-ICON [39] to rescale tumour object image
and relocate it according to the user mask. Then, we con-
duct composition experiments using our proposed method
as depicted in Fig. 5. First, we leverage exceptional prompt
inversion to invert non-tumorous background and tumour
object images into their respective latent codes ng’ and x%bj
with T' = 20. Then, we perform composition starting from
T’ = 6 and set 7 = 3 to retain background details. We con-
duct all experiments on NVIDIA Geforce RTX 3090 GPUs
with a fixed seed for fair comparisons.

5.2. Comparison

We evaluate the performance of our method against
prior state-of-the-art training-free frameworks including
SDEdit [40], Blended Diffusion [3], and TF-ICON [39].
Note that we also include a naive composition approach
involving simply copy and paste the tumour object onto the
clean background image.

Qualitative Results. As shown in Fig. 7, our framework
demonstrates the ability to seamlessly compose tumour
objects into diverse background images while preserving
their inherent identities and inducing no noticeable arti-
facts in transition area. In contrast, we can observe that
the naive Copy-Paste approach always leads to sharp bound-
aries around the incorporated tumours. For SDEdit, the back-
ground of composited results are not well-preserved. Mean-
while, Blended Diffusion and TF-ICON fall short in retaining
the shape and structure of the tumours, and their blending
ability is inferior with critical color disparity in the tumours
appearance.

Quantitative Results. We quantitatively assess the perfor-
mance of our method against other approaches consider-
ing four metrics: (1) LPIPS;, [66] to assess background
consistency, (2) LPIPS;, [66] to evaluate low-level simi-
larity between the edited region and the tumour image, (3)
CLIP 496 [44] to assess semantic similarity between the
edited region and the tumour in the CLIP embedding space,
and (4) CLIPr¢;; [44] to measure semantic alignment be-
tween the text prompt and the composited image. As demon-
strated in Tab. 1, our method significantly outperforms other
baselines on blending quality of the tumour in the compos-
ited image and preserving its identifying features which is
consistent with the qualitative evaluation. It is also noted
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Figure 7. Qualitative comparison among our method and other prior SOTA training-free frameworks. The upper and lower groups respectively

are composited results obtained from Br35H and BUSI samples.

that while Blended Diffusion can effectively retain the back-
ground information, it performs poorly in incorporating the
tumour objects into composition. Meanwhile, SDEdit can
generate composited results well-aligned with input text
prompt similar to Blended Diffusion, yet it can barely main-
tain the background.

5.3. Ablation Studies

Selection of 7”. We experiment with different values for
T’ and show qualitative results in Fig. 8 as well as quan-
titative results in Tab. 2 for comparison. We can observe
that the lower the value for 7", the more background and tu-
mour object information are reconstructed and incorporated,
eventually the better and more realistic the final compos-



Method Br35H BUSI
LPIPS;, | | LPIPS;, | | CLIP7eu; T | CLIP/pmage T | LPIPS,, | | LPIPS, | | CLIP7ey; 1 | CLIP/mage 1
Blended [3] | 0.0469 0.6584 30.9963 772117 0.138 0.7065 32.5691 31.7168
SDEdit [40] | 0.2567 0.4502 31.7521 85.0899 0.4876 0.5746 31.1851 82.4449
TF-ICON [39] | 0.1474 0.4859 31.0814 84.7188 0.2558 0.4655 30.9683 81.9469
Ours | 0.1738 0.4128 31.186 87.3847 0.2855 0.4027 30.7405 87.7517

Table 1. Quantitative performance achieved by our method compared to prior training-free frameworks. Our results are shown in bold and
the best results are in red.
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Figure 8. Ablation Study: Different selections of T”

Config | LPIPS;, | | LPIPS;, | | CLIP7ez; T | CLIP/page T
T =18 | 04384 0.5947 237741 30.4519
T =12 | 03743 0.5385 23.5959 80.7465

T =6 | 02855 0.4027 30.7405 87.7517

Table 2. Ablation Study: Different selections of T"

ited outcomes. These results are consistent with the intuition
mentioned in Initial Timestep Selection Section 4.3.
Selection of 7. We fix 7" = 6 and additionally experiment
with different values for 7 to assess its effects in retain-
ing the background information. As demonstrated in Fig. 9,
7 = 3 attains the best balance among background details
preservation, robustness against noises, and visual contrast.
Meanwhile, 7 = 1 gives results with the best visual con-
trast but are the least to resemble the original background,
and 7 = 5 produces the closest background but with lowest
visual contrast.

6. Conclusion

In this work, we explore a new topic dubbed medical cancer
image composition in which we present a novel training-
free diffusion-based approach for high-quality and seamless
image-guided compositional outcomes. Our method com-
prises of two stages respectively are exceptional prompt
image inversion and composition generation with designated
initial timestep selection that operates in synergy to guide
composition process in producing desired results. Our exper-
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Figure 9. Ablation Study: Different values of 7

imental results demonstrate the potentiality and effectiveness
of our method against several other training-free frameworks.
We hope that this work can inspire future research on this
topic.
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